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Abstract

In many distributed real-time systems, the workload can
be modeled as a set of periodic tasks, each of which con-
sists of a chain of subtasks executing on different processors.
Synchronization protocols are used to govern the release of
subtasks so that the precedence constraints among subtasks
are satisfied and the schedulability of the resultant system
is analyzable. Tasks have different worst-case and average
end-to-end response times when different protocols are used.
In this paper, we consider distributed real-time systems with
independent, periodic tasks and fixed-priority scheduling al-
gorithms. We propose three synchronization protocols and
conduct simulation to compare their performance with re-
spect to the two timing aspects.

1. Introduction

In many real-time systems, the workload can be modeled
as a set of periodic tasks [1]. Each periodic task is an infin-
ite stream of computation requests that are released at a fixed
rate. We call each request an instance of the task. When the
context is clear, we may simply say “a task” to mean an in-
stance of that task. Each task is typically constrained by a
relative deadline, which is the maximum allowed response
time of each task instance. A real-time system is said to be
schedulable if the worst-case response time of every task in
the system is no longer than its relative deadline.

It is well known that fixed priority scheduling is an effect-
ive means to schedule periodic tasks on a single processor
and to ensure that the time constraints of the tasks are sat-
isfied [1, 2, 3, 4]. In this approach, each task is assigned a
fixed priority. At any time, the scheduler simply chooses
to execute the task with the highest priority among all the
tasks whose instances are released but not yet completed. A
great deal of work has been done on how to assign the prior-
ities [1, 5, 6] and how to bound the response times of tasks
[1, 7, 2] for single processor systems.

In a distributed real-time system, each instance of a task
may need to execute on different processors in a sequen-
tial order. An example is a monitor task that collects re-
mote sensor data and displays the data on the local screen.
We will refer to this example as Example 1 in later discus-
sion. Three steps are involved in the monitor task: sampling
the sensor reading on the field processor, transmitting the
sample data over the communication link1 and displaying
the data on the local screen. Here we call each step a subtask
of the monitor task, and the task is the parent task of the sub-
tasks. Moreover, subtasks that have the same parent task are
sibling subtasks of each other. In this example, the monitor
task is a chain of three subtasks, sample, transfer and dis-
play, executing sequentially on three different processors.

We say that a task in a distributed system is periodic
if its first subtask is released periodically. Whether or not
the later subtasks on the chain are released periodically de-
pends on the synchronization protocol used in the system.
A synchronization protocol governs how subtasks are re-
leased so that their precedence constraints are satisfied and
the schedulability of the resultant system is analyzable. The
relative deadline of a task that consists of a chain of subtasks
is the maximum allowed length of time from the release of
an instance of its first subtask till the completion of the cor-
responding instance of its last subtask. The relative deadline
of the task is often called the end-to-end relative deadline,
or simply the end-to-end deadline, and its response time is
called the end-to-end response time. We will abbreviate the
latter as the EER time in our discussion.

We confine our attention to systems that contain inde-
pendent, preemptable periodic tasks and are scheduled on
a fixed priority basis. In such a system, each subtask has a
fixed priority, which may or may not be the same as the pri-
orities of its sibling subtasks. Previous studies on the pri-
ority assignment problem in distributed real-time systems
can be found in [8, 9, 10]. In this paper, we are not con-1In many cases, the communication links can be modeled as processors,
and consequently message transmissions can be modeled as communica-
tion tasks on the “link” processors.
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Figure 1. Example 1 - The Monitor Task with
Its Three Subtasks

cerned with this problem; rather, we assume that the prior-
ities of subtasks on each processor are given, and we focus
on alternative ways to synchronize subtasks on different pro-
cessors.

In this paper, we describe three synchronization proto-
cols. The first protocol is a straightforward implementa-
tion to enforce the precedence constraints among subtasks.
The second protocol is an extension to the one proposed
by Bettati, which was designed for flow-shop systems with
certain limitations [11]. We propose the third protocol that
combines the strength of the previous two protocols while
avoiding their shortcomings. We discuss the implications of
these protocols with respect to two timingaspects, the estim-
ated worst-case and average EER times of tasks, and com-
pare the performance of these protocols based on these two
timing aspects.

The rest of the paper is organized as follows. Section 2
formally presents the synchronization problem addressed in
this paper, as well as the criteria used to measure the per-
formance of synchronization protocols. Section 3 describes
three synchronization protocols in detail. Section 4 com-
pares their performance, and Section 5 concludes the paper.

2. The Problem Formulation

We consider here a distributed real-time system that con-
sists of a set fPig of processors and a set fTig of independ-
ent, preemptable tasks. Each taskTi consists of a chain ofni
subtasks, Ti;1; Ti;2; : : : ; Ti;ni , and subtasks execute on dif-
ferent processors. The execution time of each subtaskTi;j is�i;j. A fixed-priority scheduling algorithm is used to sched-
ule subtasks on each processor.

Each task Ti is a periodic task, i.e., instances of Ti;1 are
released periodically. Periodpi is the minimum inter-release
time of instances of Ti;1. The phase of Ti is the release time
of the first instance of its first subtask Ti;1. Depending on
the particular synchronization protocol used in the system,
instances of a later subtask Ti;j (j > 1) may or may not be
released periodically. For the sake of discussion, we define
the period of a subtask to be equal to the period of its parent
task, even if it is not released periodically.

In this paper, we do not explicitly model inter-processor
communication. In some cases, such as in CAN [12], where
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Figure 2. Example 2 - Illustration of the Syn-
chronization Protocol Problem

message transmissions are prioritized, communication links
can be modeled as processors, and message transmissions
can be modeled as communication subtasks on “link” pro-
cessors. In some other cases, such as when dedicated com-
munication links are used, message transmissions can be
either modeled as critical sections or taken into account as
blocking times of the sending subtasks. For this reason,
this model remains applicable even when the communica-
tion overhead is not neglectable. In this paper, we assume
that the cost of inter-processor communication required to
synchronize subtasks on different processors is zero. As an
example, suppose that the communication link in Example 1
can be modeled as a “link” processor. The monitor task, T1,
is then modeled as a parent task of three subtasks executing
on three different processors, as shown in Figure 1.

To illustrate the problem dealt with by a synchronization
protocol, we consider a second example, Example 2, shown
in Figure 2, where the system consists of two processors, P1
and P2, and three periodic tasks, T1, T2 and T3. Task T1
and T3 have only one subtask. (We use T1 and T3 to refer to
the subtasks also.) T2 has two subtasks, T2;1 and T2;2. The
period and the execution time of each subtask are given in
the rectangular box representing the subtask. The phases ofT1 and T2 are zero, and the phase of T3 is 4. On processorP1, T1 has a higher priority than T2;1, and on processor P2,T2;2 has a higher priority than T3. The relative deadline of
each task is equal to its period.

Figure 3 shows the schedules on the two processors for
the first 10 time units. In this schedule, each instance of T2;2
is released on P2 as soon as the corresponding instance ofT2;1 completes on P1. This is achieved by an synchroniza-
tion signal sent from P1 to P2 whenever an instance of T2;1
completes, represented by a dotted arrow in the figure. As a
matter of fact, this scheme is the first synchronization pro-
tocol described in the next section. We notice here that, al-
though subtask T2;1 is released periodically, T2;2 is not. It is
easy to verify that the instances of T2;2 are released at times
4, 8, 16, 20, 28, : : : . The first instance of T3 is preemp-
ted by the first and the second instance of T2;2. As a res-



ult, this instance of T3 misses its deadline at time 10. On
the other hand, if T2;2 were released periodically every 6
time units, any instance of T3 would be preempted at most
by one instance of T2;2, because they have the same period.
Task T3 would have a worst-case response time of 5 time
units and would never miss a deadline. As we shall see later,
other synchronization protocols achieve this result by con-
trollingthe releases ofT2;2. Different protocols have the dif-
ferent impact on the worst-case EER times of tasks, which
in turn translates to different upper bounds on the EER times
of tasks.
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Figure 3. The Schedule of Example 2 Using
the DS Protocol

In next section, we will describe three synchronization
protocols. Their performance will be measured according to
the following three criteria.

Implementation complexity and run-time overhead :
We look for protocols that are easy to implement and
have low run-time overheads.

Average EER times of tasks : For many applications, es-
pecially interactive applications, it is important for the
average EER times of tasks to be as short as possible.

Estimated worst-case EER times of tasks : For each
protocol, we apply the best known timing analysis al-
gorithm to obtain an upper bound on the EER time of
each task and use the upper bound as an estimate of
the worse-case EER time of the task.

The estimated worst-case EER time of a task may be
larger than the actual worst-case EER time since existing
timing analysis algorithms do not yield tight bounds on the
EER times in general. The actual worst-case EER times
of tasks can be found only via exhaustive search, which
is too time consuming to be practical even for small sys-
tems. Consequently, it is a common practice to determ-
ine the schedulability of a real-time system based on upper
bounds of response times computed from the best known

timing analysis algorithms. For this reason, we compare
the protocols proposed here according to the tightest upper
bounds of EER times found for the protocols. In subsequent
discussion we will use the terms, the estimated worst-case
EER time or the upper bound of the EER time of a task, in-
terchangeably.

Sometimes applications also require small output jitters,
where an output jitter is the difference in the EER times of
two consecutive task instances. We will address this issue
when we need to.

3. The Synchronization Protocols

We call the synchronization protocol that leads to the
schedule in Figure 3 the Direct Synchronization protocol,
abbreviated as the DS protocol. Again, according to this
protocol, when an instance of a subtask completes, a syn-
chronization signal is sent to the processor where its imme-
diate successor executes, and an instance of its successor is
released immediately. The DS protocol is obviously easy to
implement and has the minimum necessary run-time over-
head. It is also expected to yield relatively short average
EER times due to its aggressiveness in releasing subtasks.
However, the performance of this protocol is poor when
measured in terms of the estimated worst-case EER times.
Upper bounds of the EER times of tasks can be computed
by an iterative algorithm described in [13], which is the only
known algorithm that provides reasonably tight bounds on
the EER times of tasks. As we will see later, when the sub-
task chains are long and the processor utilizations are high,
the algorithm may fail to obtain finite bounds. In cases when
we do obtain finite bounds, they are considerably larger than
those yielded by other protocols.

The Phase Modification protocol and the Release Guard
protocol are two alternative ways to control the releases of
successor subtasks. By ensuring that instances of each sub-
task are not released too soon, they attempt to improve the
schedulability of the tasks at the expense of their average
EER times.3.1. The Phase Modi�cation (PM) Protocol

The Phase Modification protocol, abbreviated as the PM
protocol, was initially proposed by Bettati and used to
schedule periodic flow-shop tasks [11]. Unlike the DS pro-
tocol, the PM protocol insists that instances of all subtasks
are released periodically according to the periods of their
parent tasks. To ensure the precedence constraints among
subtask are satisfied, each subtask is given its own phase.
The phases of subtasks are properly adjusted as follows. LetRi;j denote an upper bound on the response time of subtaskTi;j. The phase of the first subtask, fi;1, is the same as the
phase of the parent task Ti. For a later subtask Ti;j (j > 1),



we adjust its phase to (fi;1+Pj�1k=1Ri;k), namely, the phase
of its parent task plus the sum of the bounds on the response
times of its predecessors. It can be easily shown that, if the
clocks in the system are synchronized, whenever an instance
of a subtask is released, the corresponding instance of its
predecessor must have completed. The schedule shown in
Figure 4 illustrates the application of the PM protocol to taskT1 in Figure 1. The subtasks are synchronized according to
the PM protocol. We let the phase of task T1 be 0. Hence,
the phase of T1;1 is also 0. The phases of T1;2 and T1;3 are
set to R1;1 and (R1;1 + R1;2) respectively. All instances of
the three subtasks are released periodically according to the
period p1 and their own phases.
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Figure 4. The Schedule of T1 in Example 1
When the PM Protocol Is Used

Since all subtasks on each processor are strictly periodic,
the Busy Period Analysis method proposed by Lehoczky [2]
can be applied to obtain a bound on the response time of each
subtask. The estimated worst-case EER time of a task is
simply the sum of the bounds on the response times of all its
subtasks. Figure 5 shows the schedule of Example 2 when
the PM protocol is used. The bound on the response time ofT2;1 is 4 time units, and therefore the phase of T2;2 is 4. In
this case the first instance of T3 meets its deadline because
the second instance of T2;2 is not released until time 10 and
hence does not preempt the first instance of T3.
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Figure 5. The Schedule of the System in Ex-
ample 2 When the PM Protocol Is Used

The run-time overhead of the PM protocol involves the

periodic timer interrupts that trigger the releases of sub-
tasks. However, to guarantee that the precedence constraints
among subtasks are satisfied, the PM protocol requires a
centralized clock or strict clock synchronization, both of
which can be difficult to achieve in practice. In addition, if
a subtask occasionally overruns or the inter-release time of
the first subtask of a task is greater than the period, the pre-
cedence constraints can still be violated. A slight modifica-
tion of the protocol, called the Modified Phase Modification
protocol or the MPM protocol, overcomes these shortcom-
ings at a slightly higher run-time expense. To illustrate the
MPM protocol, let us consider subtask Ti;j which executes
on processor Pk and whose response time is never greater
than Ri;j. Suppose an instance of Ti;j is released at timet with respect to the clock on Pk and it completes at timeC. The scheduler first checks whether time C is later than
or equal to (t + Ri;j). If it is, the scheduler sends a syn-
chronization signal to the processor where subtask Ti;j+1
executes. Otherwise, the scheduler sends the synchroniza-
tion signal at time (t+Ri;j). Upon receipt of such a signal,
an instance of Ti;j+1 is released immediately. It is easy to
verify that under the ideal conditions, i.e., clocks are syn-
chronized, subtasks do not overrun, and the release of first
subtasks are strictly periodic, the PM protocol and the MPM
protocol produce identical schedules. However, the MPM
protocol achieves this without requiring clock synchroniz-
ation and strictly periodic release of first subtasks. It also
preserves the precedence constraints among subtasks even
when some subtasks overrun. Figure 6 illustrates the applic-
ation of the MPM protocol to task T1 in Figure 1. In the
figure, there are several places where the response time of
a subtask instance is shorter than the upper bound, and the
synchronization signal is delayed. The resultant schedule is
the same as the one in Figure 4.
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Figure 6. The Schedule of Task T1 in Example
1 When the MPM Protocol Is Used

According to the PM protocol and the MPM protocol,
each instance of subtask Ti;j is released Ri;j�1 time units
after the corresponding instance of subtask Ti;j�1 is re-
leased, no matter how soon Ti;j�1 might actually com-
plete. While an upper bound on the EER times of a taskTi is (Pnik=1Ri;k), the EER time of Ti is never less than



(Pni�1k=1 Ri;k + �i;ni). This lower bound is large becauseRi;j is normally much larger than the average response time
of Ti;j. This motivates us to look for other protocols that
may yield estimated worst-case EER times as small as the
PM and MPM protocols and yet average EER times as short
as the DS protocol.3.2. The Release Guard (RG) Protocol

The idea behind the RG protocol is to control the releases
of a subtask such that the inter-release time of any two con-
secutive instances is no shorter than the period. In imple-
mentation, we associate each subtask (Ti;j) with a variablegi;j, called its release guard, which is the earliest allowed
release time for next instance of Ti;j . If an instance of the
immediate predecessor of Ti;j completes after gi;j, an in-
stance of Ti;j can be released right away. Otherwise, the in-
stance will not be released until time gi;j. Initially, each re-
lease guard (gi;j) is set to 0, so that the first instance of each
subtask can be released as soon as the first instance of its im-
mediate predecessor completes. Afterwards release guards
are updated according to the following two rules.

1. When an instance of subtask Ti;j is released, updategi;j to the current time plus the period of Ti;j (pi).
2. Update gi;j to the current time if it is an idle point.2
Figure 7 shows the schedule of Example 2 if we use the

RG protocol. The schedule is similar to the schedule pro-
duced by the DS protocol up until when the second instance
of T2;1 completes at time 8. We notice that the second in-
stance ofT2;2 is not released because the release guard (g2;2)
of T2;2 is equal to 10, which is set at time 4 when the first
instance of T2;2 is released. Thus we would expect that
the second instance of T2;2 will not be released till time
10. However, time 9 is an idle point on processor P2, andg2;2 gets updated to the current time, 9. Consequently, the
second instance of T2;2 is released at time 9. As we shall
see later, such an early release does no harm to the worst-
case response times of other subtasks, but helps reduce the
average EER times of tasks.

One nice attribute of the RG protocol is that we can apply
the busy period analysis method for periodic tasks [2] to ob-
tain upper bounds on the response times of subtasks, as we
do for the PM and MPM protocols. By rule (1) for updat-
ing the release guards, we see that for each subtask the inter-
release time between any two consecutive instances is no
shorter than the period, which makes the subtask a period-
ical subtask. Although the inter-release time can occasion-
ally be shorter than the period because of rule (2), it never2An idle point is a time instant by which all subtasks that are released
before the instant have completed. Intuitively, it is a time instant when the
processor is idle, unless some subtasks are just released at the same instant.
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Figure 7. The Schedule of the Second Ex-
ample in Figure 3 When the RG Protocol Is
Used

happens during a busy period. For example, if we want to
bound the response time ofTi;j . During the interval from an
instance ofTi;j is released till it completes, the processor can
never be idle,3 and hence rule (2) can never be applicable.
All the interfering subtasks to Ti;j will “behave” like peri-
odic subtasks during that interval. Consequently, the busy
period analysis for periodic tasks can be applied to obtain a
upper bound on the response time of Ti;j.

It can be further shown, by induction, that the EER time
of a task is also upper-bounded by the sum of the bounds on
the response times of all its subtasks. Consequently, we ob-
tain the same upper bounds on the EER time of each task
when the RG protocol is used as when the PM or MPM pro-
tocol is used. Meanwhile we expect that tasks have shorter
average EER times when the RG protocol is used, because
the processor is never left idle if there are any pending sub-
task instances to be released. In addition, the subtasks are re-
leased earlier because the release times depend on the actual
response times of their predecessors instead of upper bounds
on the response times of their predecessors.

4. Comparison of Performance

To compare the performance of the DS, PM(MPM) and
RG protocols we generated synthetically a set of represent-
ative distributed, real-time workloads. For each of them, we
first use the best known algorithm to obtain estimated worst-
case EER times of tasks for each of the synchronization pro-
tocols. Then, we simulate the actual execution of these sys-
tems when each protocol is used and obtain estimates of av-
erage EER times of tasks. The protocols are compared based
on these two criteria.3Obviously we assume that subtasks do not suspend themselves.



4.1. Generation of Workloads
Through preliminary experiments, we identified two sys-

tem parameters that influence the performance of synchron-
ization protocols most: the number of subtasks in each task
and the utilization of each processor. To simplify the tim-
ing analysis, we let every task in the system have the same
number of subtasks and every processor have the same util-
ization. Each configuration is a unique combination of the
number of subtasks in each task and the utilization of each
processor, denoted by a 2-tuple (N;U ). For example, con-
figuration (5; 60) represents systems where each task has 5
subtasks and the utilization of each processor is 60%. In
the configurations evaluated, the number of subtasks in each
task ranges from 2 to 8 and the utilization of each processor
are 50%, 60%, 70%, 80%, or 90%. Consequently, we have
a total of 35 configurations.

For each of the configuration, we generated 1000 sys-
tems. Each system has 4 processors and 12 tasks. (Again,
we found that the performance of the protocols are not sens-
itive to these parameters. These values were chosen to keep
the simulation time from becoming impractically large.)
The periods of tasks are exponentially distributed from 100
to 10000. This yields task periods with more variation than
when the periods are evenly distributed in (100; 10000).
Subtasks are randomly assigned to processors, with no two
consecutive subtasks of the same parent task assigned to the
same processor. Subtasks on each processor divide the util-
ization of the processor randomly. Specifically, to determ-
ine the utilization of a subtask, we generate a random num-
ber from 0.001 to 1 for each subtask. The utilization of the
subtask is equal to the total processor utilization times the
ratio of the random number and the sum of the random num-
bers of all the subtasks on the same processor. The execution
time of the subtask is equal to its utilization times its period.

The last parameter of each system is priority assign-
ment of subtasks. We choose the Proportional-Deadline-
Monotonic priority assignment method to assign priorities
to subtasks. (A similar method is called the Equal Flexibility
assignment in [9].) According to this method, each subtask
has a proportional deadline (PDi;j) defined as follows.PDi;j = �i;jPnik=1 �i;kDi
where Di is the relative deadline of Ti, which is equal to its
period for this simulation. A subtask has higher priority if it
has a shorter proportional deadline.4.2. Comparison of the Estimated Worst-Case EER Times of Tasks

The PM, MPM and RG protocols have the same bounds
on the EER times of tasks. Hence in the subsection we will
only compare the PM protocol and the DS protocol.
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Figure 8. The Failure Rates as a Function of
Configurations for the DS Protocol

Again, when tasks are synchronized according to the PM
protocol, we can compute the estimated worst-case response
times of the tasks using a straight forward extension of the
Busy Period Analysis method [2]. We have developed an it-
erative algorithm to bound the EER times of tasks synchron-
ized according to the DS protocol. Due to space limitations,
the algorithm is not described here; it can be found in [13].
In general, the estimated worst-case EER times of tasks are
larger when tasks are synchronized according to the DS pro-
tocol than when tasks are synchronized according to the PM
protocol. For some systems, the bounds on the EER times
of tasks under the DS protocol were found to be extremely
large. We say that a failure occurs when we find that the up-
per bound of the EER time of a task is larger than 300 times
of its period and hence for all practical purposes equals to in-
finity. (We say that the bound is infinite in this case.) By ana-
lyzing the systems generated in the way described above, we
determined under what conditions (1) the estimated worst-
case EER times for these two protocols are close, (2) the es-
timated worst-case EER times of tasks for the DS protocol
are much greater, and (3) failures occur when the DS pro-
tocol is used.

Figure 8 shows the failure rate, which is the percentage
of systems that we fail to obtain finite bounds on the EER
times when the DS protocol is used as a function of the sys-
tem configuration. We notice that the failure rates are mostly
zero and quickly rise to 1 when number of subtasks in each
task approaches 8 and the processor utilizations are close to
90%. In the case of configuration (8; 90), we could obtain
finite bounds for only 4 out of 1000 systems. Similarly, we
observe that failure rates are greater than 0:1 for configura-
tion (8; 80), (7; 90), (7; 80), and (6; 90). This indicates that
the DS protocol cannot be applied for this kind of systems.

For the systems that have finite estimated worst-case
EER times for both the PM protocol and the DS protocol,
we use the average bound ratio to compare their perform-
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Figure 9. Bound Ratios as a Function of Con-
figurations

ance. A bound ratio is the ratio of the estimated worst-case
EER time of a task synchronized according to the DS pro-
tocol to the estimated worst-case EER time of the task un-
der the PM protocol. For each configuration, we average
the bound ratios of all the tasks in the systems that have fi-
nite estimated worst-case EER times for the DS protocol. A
large average bound ratio for a configuration indicates that
the DS protocol performs poorly. The average bound ratios
as a function of configurations is plotted in Figure 9. The
90% confidence interval is negligibly small for most config-
urations. Although they seem to fit the overall curves well,
the average bound ratios for configurations with large num-
ber of subtasks and high utilizations are not statistically sig-
nificant due to the high failure rates they have.

From Figure 9, we see that for low utilization configura-
tions, the ratios stay relatively equal as the number of sub-
tasks in each task increase. However, for high utilization
configurations, the ratios go up quickly as the number of
subtasks in each task increases. Roughly one-third of con-
figurationshave the ratios greater than 2, making the DS pro-
tocol less appealing for these kinds of systems.4.3. Comparison of the Average EER Timesof Tasks

We simulated the execution of each system to obtain the
average EER times of tasks. For each system, we randomly
assign phases to tasks. We then compare the relative per-
formance between two protocolsaccording to the ratio of the
average EER times of the same task yielded by two differ-
ent protocols. A PM/DS ratio is the average EER time of a
task yielded by the PM protocol divided by the average EER
time of the task yielded by the DS protocol. Similarly, the
RG/DS ratio gives the performance comparison between the
RG protocol and the DS protocol. The PM/DS, RG/DS ra-
tios as functions of configurations are plotted in Figures 10
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Figure 10. The PM/DS Ratio

and 11. The 90% confidence intervals are negligibly small
for all configurations.

We notice that for a fixed number of subtasks in each task,
the PM/DS ratios goes down when the utilizationgoes up on
each processor. This is because with low utilizations many
idle intervals in the schedules are caused by the PM pro-
tocol when the releases of subtasks are postponed according
to the protocol. Therefore the average EER times are larger
than those yielded by the DS protocol. The PM/DS ratio in-
creases as the number of subtasks in each task increases. For
configurations with 5 or more subtasks in each task, the val-
ues of the ratio are all greater than 2, indicating that for these
kinds of configurations, the average EER times of tasks syn-
chronized according to the PM protocol are more than twice
than when tasks are synchronized according to the DS pro-
tocol. The slope of the increase, however, is rather flat.
For configurations with 8 subtasks in each task, the ratio is
around 3 or 4.

The RG/DS ratio varies mostly from 1 to 2 for all config-
urations, except for some configurations with 90% utiliza-
tion on each processor. When the processors are busy almost
all the time, the releases of subtasks according to the RG pro-
tocol become more periodical. The intentional delays in re-
leases of subtasks in this case lead to longer average EER
times. Overall, the RG protocol performs much better than
the PM protocol with respect to the average EER times of
tasks.

5. Conclusions

In this paper, we proposed three synchronization proto-
cols and evaluated their performance for different system
configurations. Among the protocols, the DS protocol has
low complexity and overhead and yields short average EER
times. It is a reasonable choice for applications with soft
timing constraints, tasks with short subtask chains, or low
processor utilizations. However, the results of our timing
analysis and simulation indicate that for applications that
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have high processor utilization, a long subtask chain in each
task, and hard timing constraints, the DS protocol is not a
suitable choice because it leads to large, or even unboun-
ded, worst-case EER times. The PM protocol and the RG
protocol are better for these applications. Specifically, the
RG protocol is superior to the PM and MPM protocols be-
cause it yields reasonably short average EER times of tasks.
However, the output jitters yielded by the RG protocol can
be as large as the estimated worst-case EER time of a task,
which is much greater than the maximum output jitter yiel-
ded by the PM or MPM protocol, which is equal to the estim-
ated worst-case response time of the last subtask in a task.
The PM or MPM protocol should be favored when small
output jitters are desirable.

In previous studies on scheduling distributed real-time
applications, such as in [14], subtasks are typically assigned
local deadlines and scheduled locally. Loose synchroniza-
tion among subtasks is assumed. In this paper, we have at-
tempted to provide insight to the synchronization problem in
distributed real-time systems and an initial answer towards
an unified end-to-end scheduling framework. Much work
remains to be done. For example, the synchronization proto-
cols described here, as well as the timing analysis algorithms
for them, assume that the variations in the execution times
of subtasks and jitters in the task release times are small.
Algorithms that can effectively deal with wide variations in
these parameters are needed.
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